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Accurate Facial Image Parsing at Real-Time Speed
Zhen Wei, Si Liu, Yao Sun and Hefei Ling*

Abstract—In this paper, we propose a design scheme for deep
learning networks in face parsing task with promising accuracy
and real-time inference speed. By analyzing the differences
between general image parsing task and face parsing task, we first
revisit the structure of traditional FCN and make improvements
to adapt to the unique properties of face parsing task. Especially,
the concept of Normalized Receptive Field is proposed to give
more insights on designing the network. Then a novel loss
function called Statistical Contextual Loss is introduced, which
integrates richer contextual information and regularizes features
during training. For further model acceleration, we propose a
semi-supervised distillation scheme that effectively transfers the
learned knowledge to a lighter network. Extensive experiments on
LFW and Helen dataset demonstrate the significant superiority
of the new design scheme on both efficacy and efficiency.
Index Terms—face parsing, receptive field, metrics learning,
distillation, deep learning.

I. I NTRODUCTION

T

HE task of face parsing is to extract the semantic constituents (e.g. mouth, eyes and nose) from facial portraits
at pixel-wise level. This task has been long studied and is the
basic part in many other fields such as face detection and
recognition [1], [2], 3D modelling [3], face deblurring [4] and
so on. All these applications have been calling for a more
effective and efficient face parsing system. In this paper, we
propose a real-time deep learning scheme for face parsing task
with state-of-the-art performance.
Comparing to general image parsing task, face parsing task
has its own unique properties. First, the input images are
highly restricted. As a common practice adopted in many
previous works [5], [6], [7], [8], [9], input facial images are
aligned as pre-processing. Usually, five-point landmarks are
firstly detected. Then the image is applied with an affine
transformation to make sure that pupils in each images are
fixed at the same location after alignment. Therefore, the
corresponding facial constituents in different images are in
similar sizes. Second, each parsing class (or facial components) exists in almost every images. During training, the
continuous appearance of each parsing classes provides more
stable information that can be further excavated, such as
building up more robust feature statistics used for additional
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feature regularization. Third, some semantic components in
face parsing task do not have distinguishable low level characteristics as those in general image parsing task. For example,
some components have very ambiguous boundaries (e.g. nose
vs. face skin and hair vs. background) while some others
have more internal variance on color and texture than external
variance (e.g. eyes). This indicates that it is not suitable to use
boundaries based or color based methods (e.g. GrabCut [10]
or CRF [11]) as post refinement.
In this paper, we propose three novel methods addressing
the unique properties of face parsing task with the constraint
of real-time inference speed as well as promising accuracy.
The framework is shown in Figure 1. First, we revisit the
design of face parsing network. Especially a new concept is
introduced that serves as an effective guidance to design the
optimal network settings, the Normalized Receptive Field. This
concept reveals the quantitative relation between the input
image size and the network’s structure with respect to the
model’s performance, and gives more insights on designing the
network. As discussed in Section III-A, the optimal Normalized Receptive Field is task-dependent and is generic across
dataset as well as network structures so that it can be served as
prior knowledge for researchers. Experimental results shown
in Section VI indicate that adjusting the Normalized Receptive
Field can bring significant boost in performance.
Second, a novel loss function is introduced in Section
IV, namely the Statistical Contextual Loss (or sc loss for
short). The sc loss originates from the ideas of metric learning
methods, which makes full use of the unique properties of face
parsing task by constructing robust feature cluster centers and
computing distances among features and centers in a lower
feature space where the Euclidean norm is more effective.
Experiments prove that using sc loss has more positive effect
to the face parsing network than using traditional graph models
as post-processing.
Third, to meet the demand of a higher inference speed, we
propose a new semi-supervised distillation scheme to transfer
the learned knowledge to a lighter network. Based on the
vanilla distillation method [12] designed for classification
models, several novel mechanisms are proposed to stabilize
the training process as well as promote the parsing accuracy
of student network.
In Section VI, extensive experiments are conducted on LFW
[13] and Helen [14], [15] datasets to verify the effectiveness of
the three proposed improvements. Meanwhile, state-of-the-art
face parsing results are reported on these datasets.
II. R ELATED W ORK
Prior to deep learning based methods, [16] used multinomial
priors to model facial structures basing on patches with further
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Fig. 1. The proposed real-time deep learning scheme for accurate face parsing. Comparing to traditional FCNs, some novel improvements are made to adapt
to the unique properties of face parsing task. (1) On the network structure, designing an optimal Normalized Receptive Field can significantly promote the
network’s performance. Using additional landmark maps is also beneficial. (2) Deploying the Statistical Contextual Loss can further enhance the network’s
feature representation ability. (3) As for the demand of faster inference speed, the semi-supervised distillation scheme can transfer the learned knowledge to
a lighter network without significant performance drop.

refinement via a hierarchical face model. In [17], positive
features of the Modified Active Shape Model and GrowCut
algorithm were combined to ensure more robustness. [15]
parsed facial components by transferring label masks from
aligned exemplars.
Among deep learning based methods, [18] developed a
hierarchical model by combining several separately deep
networks. [7] used input image pyramid concatenations of
different feature maps to add more scale invariance inside the
network. These methods are patch-based and only parse facial
components, excluding hair and face skin. In [5], an end-toend model was proposed to generate facial label masks and
contours in a multi-task scheme. The cascade model in [19]
first predicted landmarks that were stacks results together with
images as the input of the following FCN. In [6], the authors
addressed the issue on automatically regulating receptive fields
and achieved state-of-the-art performance on face parsing task.
[8] proposed a two-stage CNN-RNN hybrid network. The
first CNN stage predicted both face parsing mask as well as
semantic contours of facial components while the following
RNN network performed refinement based on the contours
predictions.
There are also some works for specific face parsing task.
[20] designed a model that alternates between face mask prediction and landmark localization with deformable part models
for occluded face parsing task. [21] presented a two-stream
deconvolution network with graph cut refinement. These two
methods only focused on distinguishing face and non-face
pixels rather than extracting facial components.
As for some recent works pre-printed on arxiv, [9] also
designed a CNN-RNN hybrid network with an additional
adversarial loss and takes a coarse parsing mask initialized
by landmarks as input. [22] proposed a deep FCN-based continuous CRF network to integrate superpixel content, contour
and continuous CRF model into a unified framework.
III. R EVISIT THE N ETWORK ’ S D ESIGN
In this section, we mainly discuss the improvements on the
network’s receptive field as well as its input channels.

A. The Normalized Receptive Field
The receptive field refers to the extent of data that are
path-connected to a neuron [23] and it is essential to design
an appropriate receptive field for image parsing network [6].
In this paper, we use the term ’size of network’s receptive
field’ to represent the size of one receptive field of features in
network’s last layer. Generally speaking, the actual receptive
field is determined by three factors: input image size, object
size and the network structure. On one hand, to cope with
the great variance of object size, networks for general image
analysis often use redundant structures such as image pyramid
or feature pyramids [24], [25] at the cost of huge amount of
additional computations. On the other hand, some previous
works still give ambiguous findings on the relation of these
factors such as ’larger receptive fields are better’ [26], [27].
However, with highly restricted input images and much less
variant object sizes, a face parsing network should have a more
straightforward structure and the relation between input image
size and network structure should be less vague.
To simplify the redundant network structure that deals with
the receptive field issue in an effective way, we propose the
concept of Normalized Receptive Field (denote as rnorm ) in
face parsing task to serve as an effective guidance as well
as a prior knowledge for a single-path network. The rnorm
incorporates the effect from both the input image size (denote
as s) and the ’receptive field’ decided by network structure
(denote as r), which is defined as,
rnorm = r/s .

(1)

For convenience, we assume all input images and receptive
field discussed in this paper are in squared shape. So we use
the length of one of its sides to represent their sizes.
To verify the effectiveness of this concept, a series of
experiments are conducted on Helen [14] and LFW [13]
dataset. As shown in Figure 2, performances measured in F1
score or pixel accuracy of the networks with different input
image sizes and receptive fields (namely different dilation
rates in higher convolutional layers) are plotted. With the X

input image size

3

input image size

input image size

IEEE TRANSACTION ON IMAGE PROCESSING, VOL. XX, NO. X, XXXX XXXX

size of network’s receptive field

size of network’s receptive field

(a)

size of network’s receptive field

size of network’s receptive field

input image size

input image size

input image size

(b)

size of network’s receptive field

size of network’s receptive field

(d)

(c)

Fig. 2. Quantitative results of FCN networks trained with different input image size and receptive field (namely different dilation rates in higher convolutional
layers). X axes represent the size of network’s receptive field decided by network architecture designs. Y axes stand for the sizes of input images. These
results corroborate the existence and effectiveness of the Normalized Receptive Field. (a) The F1 scores of models trained on Helen dataset. (b) To prove
cross-dataset versatility of the optimal rnorm , the Helen dataset is randomly split into two subsets A and B. Left: F1 scores of models trained on subset
A, Right: F1 scores of models trained on subset B. (c) To prove cross-network versatility of the optimal rnorm , we train a series of shallower, randomly
initialized and single-path networks (defined in Table IX) with different input image sizes and receptive fields on Helen dataset. (d) The value of optimal
rnorm is related to specific task. Left: Pixel-wise accuracy of models trained on LFW dataset with labels of ’face’, ’hair’ and ’background’. Right: The mean
F1 scores over ’face’ and ’background’ classes of the models trained on Helen dataset.

TABLE I
T HE N ORMALIZED R ECEPTIVE F IELDS OF SOME MODELS DESIGNED FOR
H ELEN DATASET. s AND r ARE INPUT IMAGE SIZE AND THE NETWORK ’ S
RECEPTIVE FIELD . ( UNIT: PIXEL )
models
MO-unary [5]
Second stage [19]
iCNN [7]
CNN stage [8]

s
250
350
16-80
128

r
53
406
25
38

ent input sizes. These two factors should be considered
together.
•

For the same parsing task, optimal rnorm values are
versatile across dataset. In Figure 2(b), the Helen training
dataset is randomly split into to two subsets, A and B.
Same experiments are conducted on the two subsets and
their optimal rnorm values are almost identical.

•

For the same parsing task, optimal rnorm values are versatile across different network architectures. In Figure
2(c), we repeat the experiments on Helen dataset with
shallower, randomly initialized and single-path networks
that are defined in Table IX. The optimal rnorm turns out
to be same as those in Figure 2 (a) and (b).

•

Optimal rnorm is only related to the specific parsing
task. It means that if the parsing targets are similar,
networks should also share similar optimal rnorm values
despite the differences on dataset. In general, there are two
kinds of different targets for face parsing task, namely the 7class (bg, face and 5 facial components) parsing task, e.g.
on Helen dataset, and 3-class (bg, face and hair) parsing
task, e.g. on LFW dataset. But when the performance of
’bg’ and ’face’ classes are extracted from results on Helen
dataset, as shown in Figure 2(d), the optimal rnorm is very

rnorm
0.21
1.16
0.31-1.56
0.30

axis representing sizes of receptive field and Y axis for input
image sizes, the line that goes through the origin with its slope
of rnorm connects all networks whose Normalized Receptive
Fields are also rnorm . Some important conclusions can be
draw from Figure 2:
•

There exists an optimal rnorm value for face parsing
network. Almost all best performances distribute along the
optimal rnorm . It means that when input image size is fixed,
the optimal rnorm can guide the selection for most suitable
dilation rates in higher convolutional layers.

•

On pursuing better performance, solely considering input
image size or receptive field in designing network is
insufficient. Larger input images do not guarantee better
results while the optimal receptive field varies on differ-
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close to that on LFW dataset.
In conclusion, the optimal rnorm can serve as a quantitative
prior knowledge in face parsing task because it is constant
across dataset as well as network structures and is only related
to the specific parsing target. Once the model settings (e.g.
input image size) are decided, which only depend on the
practical needs (e.g. real-time speed requirement), users can
follow the optimal rnorm to design networks quickly. This
contribution is not meant to tune specific settings for each
dataset or each task. Although exhausted experiments are used
to explore the issue, the aim of proposing the notion of rnorm
is to get rid of this tedious process for other researchers.
For deeper networks with small input images, even reducing
dilation rate to 1 still gets a large rnorm value than the optimal
one. To this end, an upsampling operation can be added into
higher layers (e.g. in front of conv5 1 layer of a VGG-16
model) to enlarge the feature map and thus further decrease
rnorm .
Some previous works on face parsing may either neglect
the design of receptive field or argue this issue ambiguously
by using over redundant and less efficient network structures,
which are inappropriate enough and limit network’s performances. Table I shows some of the designs.

cj to be the feature center of the j-th class. The centers are
built in a learning-based approach .
Pm
[yi = j](cj − xi )
.
(2)
∆cj = i=1 Pm
1 + i=1 [yi = j]

where Q and R represents the two classes that have the
shortest center distance and d is a constant controlling the
distance margin. In this paper, we implement the center loss
and the combination of Linter and Lintra as baselines. The
original inter-class term proposed in [29] is not included due
to its high computational complexity for image parsing task.

B. Use Landmark Heatmap

B. Improvements on SC Loss for Face Parsing Task

The landmark heatmaps, which is a less significant improvement, are also used in this paper. Landmark detection results
are reserved after face alignment. The results provide coarse
locations of important facial components, which are helpful to
reduce false positives. This idea is firstly introduced in [19].
To make use of this information, the detection results are used
to generate a one-channel heat map. Squares with values of
255 inside are plotted at the position of each landmarks on
an all-zero map and then a Gaussian blur is applied on it.
After that, the heatmap is stacked with image as the input
of network. To add one more input channel for network, we
follow the method described in [30] by adding zero-initialized
weights in the first convolutional layer. The learning rates of
new weights are 100 times larger than other weights in the
network.

Based on the intra-class term and inter-class term in question, sc loss contains four novel improvements for face parsing
task as shown in Figure 3.
Reduce feature dimension with semantics preservation.
Both center loss and range loss take features from the second
last layer (e.g. the f c7 features in a VGG16 model) as input.
However, it is not suitable to replace the geodesic distance
with Euclidean distance in this high dimensional feature space,
especially for the inter-class term where centers are farther
on manifold. To this end, feature dimension reduction is
needed. Instead of adopting traditional PCA-based methods or
learning-based Mahalanobis distance, we proposed to project
features into semantic space by using the raw output of the last
layer for loss computation. Reasons are two folds. First, the
last layer outputs features that have much lower dimensions
than the ones generated by unsupervised dimension reduction
method. The number of feature dimensions are drastically
reduced from several thousand to 7 or 3. Second, the output
layer is able to extract much more meaningful main components. This is because the output layer is induced by SoftMax
loss. Each dimension in output layer is closely related to the
prediction probability of a semantic category. As a result, each
channel has less linear correlations with other channels. From
the aspect of achieving better parsing performance, computing
loss on this feature is more efficient.
Construct hard-aware feature centers. In face parsing
task, all facial constituents appear in almost each image. This
means that there are at least tens or hundreds of pixels in each
labels within one image. This property enables sc loss to further stabilize centers’ constructions process by excluding the
out-of-distribution feature vectors. To achieve this, a filtering
mechanism is proposed to leave out the outlier feature vectors.

IV. S TATISTICAL C ONTEXTUAL L OSS
In this section, a novel loss function, the Statistical Contextual Loss, is proposed as an additional regularization during
training. A brief review on the center loss [28] and range loss
[29] originally used in face recognition task is first conducted
in Section IV-A. Aiming at the deficiencies of these two losses,
new features of sc loss are formulated in details in Section
IV-B. In Section IV-C, we discuss the advantages of sc loss
on integrating contextual information over the frequently used
graph models.
A. A Brief Review on Center Loss & Range Loss
Both center loss and range loss use global statistics to build
up their functions, namely the feature cluster centers. Denote

In the context of image parsing task, xi , yi are the feature and
class label of the i-th pixel, and m is the number of pixels on
one feature map. [.] is the Iverson bracket. In practice, centers
are treated as part of the network’s parameters and are applied
with l2 weight decays. The center loss builds up an intra-class
loss term while the range loss add one more inter-class term
based on a variant of center loss. The two terms are formulated
as
m
1X
||xi − cyi ||22 ,
(3)
Lintra =
2 i=1
Linter = max(d − ||cQ − cR ||22 , 0) ,

(4)
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Fig. 3. A demonstration of sc loss. (a): input image. (b): two channel outputs of a conventional fully convolutional model. (c): recent metric learning methods
[28], [29] compute feature distances on high dimensional space. (d) ∼ (g) show the intuitions of sc loss. (d): deep features are projected on lower dimensional
semantic space. (e): out-of-distribution feature vectors are excluded when constructing centers. (f): use Linter term to compress feature clusters. (g): use
class-aware center distance (the orange arrow) and center decay (the blue array) to maximize classification margins more effectively. (h): channel outputs after
using sc loss.
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distillation gradient re‐weighting

Fig. 4. The demonstration of semi-supervised distillation scheme. (a): supervised stage, (b): unsupervised stage.

The pixel-wise SoftMax loss is reused as the measurement to
detect outlier points. Specifically, the mean SoftMax loss of the
i-th class lj is computed. Feature at i-th pixel xi whose pixelwise loss li has li ≥ lj is not considered when
updating feature
conv+ReLu/Dropout
centers. To formulate this process, Equation 2 is replaced with:
conv+bn+pReLu
Pm
[y
=
j][l
<
l
](c
− xi )
i
i
j
j
pooling
∆cj = i=1 Pm
,
(5)
1 + i=1 [yi = j][li <dilated
lj ] conv
Use class-aware center distances. The inter-class term
is designed to maximize the distances between any of the
two centers. After the projection onto semantic space, each
feature dimension directly relates to the prediction confidence
of its corresponding class. As a result, in order to increase
the classification margin for class Q and R, we propose to
compute their center distance solely based on the Q-th and
R-th dimensions in feature vectors. Considering a third class
will bring unnecessary noises when trying to separate class Q
and R. The inter-class term is modified as,
Xn
Linter = max(d −
(||ci,i − cj,i ||22 + ||ci,j − cj,j ||22 ), 0) ,
i=1
(6)
where n is the number of classes involved in sc loss and ci,i
is the i-th element of the feature center for i-th class.

Use center decays. Both center loss and range loss apply
l2 weight decay on feature centers, inducing cluster centers to
follow a zero-mean Gaussian distribution. But when projected
onto semantic space, the Gaussian distribution prior does not
hold. An ideal feature center ci should have a great positive
value at ci,i while the other elements to be negatives. To this
end, a new decay method, the center decay (denote as Lcd ),
is proposed where the i-th element in ci remains unchanged
while the other elements are induced to move towards negative
axis direction. For the center decay at the j-th element in ci ,
we have
Lcd,ci,j = [j 6= i][ci,j > 0]||ci,j ||22 ,

(7)

C. Integrate Contextual Information
The nature of sc loss enables itself as an efficient method to
integrate contextual information, which is essential for image
parsing task. Feature centers are computed over all pixels in
the image and updated across different images so that it is nonlocal. Lintra and Linter terms construct interactions between
features of the same and different classes respectively, despite
their spatial distances and, more importantly, whether in the
same image or not. Comparing to traditional approaches that
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often uses graph models (e.g. CRFasRNN [11] and grabCut
[10]) as post-processing, sc loss has its own advantages that:
(a) it only appears during training stage and leaves no extra
computational cost during inference and (b) it can integrate
richer contextual information both within and beyond one
single image so that is beneficial to build up more powerful
feature representation. Experiments in Section VI-D show the
significant superiority of sc loss over the graph models.

TABLE II
Q UANTITATIVE RESULTS OF THE ABLATION STUDY ON ALL PROPOSED
NOVEL OPTIONS . N ETWORKS WITH DIFFERENT OPTIONS ARE TRAINED
AND EVALUATED ON H ELEN DATASET. A MONG THE OPTIONS , ’FCN’
MODEL IS THE TRUNCATED VGG-16 MODEL . ’opt rnorm ’ MEANS TO USE
THE OPTIMAL N ORMALIZED R ECEPTIVE F IELD . ’ LANDMARK ’ OPTIONS
MEANS TO USE ADDITIONAL LANDMARK MAP CHANNEL . ’ SC LOSS ’
MEANS TO TRAIN THE NETWORK WITH sc loss. T HE RESULTS ARE THE
MEAN ACCURACY OF 5 REPEATED EXPERIMENTS .

V. T HE S EMI -S UPERVISED D ISTILLATION
By selecting an appropriate input image size and adopting
the improvements introduced in the last two sections on a
VGG-16 model, the network can already achieve real-time
inference speed on a single GPU. However, if a faster speed is
required, a novel semi-supervised distillation method is proposed in this section that can transfers the learned knowledge
to a shallower and narrower network while still achieves stateof-the-art performance. In our experiment setting, the student
network achieve 2.1 times inference speed acceleration as well
4.4 times reduction in parameters after distillation. Meanwhile,
as recent works on model compression [31], [32] do not
conflict with this distillation process, the student network can
be further compressed.
Knowledge distillation is firstly proposed in [12] and then
developed by [31]. In [12], the authors train a student network
using a SoftMax loss as well as additional soft targets that are
generated from teacher network with a high temperature in its
SoftMax function. Here we follow the idea in [12] and enhance
the distillation process so as to make improvements adapt
to face parsing task, as shown in Figure 4. Specifically, the
distillation include two successive stages, a supervised and an
unsupervised stages. In each stage, we propose several novel
improvements to help stabilize training process and promote
performance.
A. The Student Network
The structure of Student Network is shown in Figure 1. The
detailed settings, including the number of layers and channels
in each layer, are listed in Table IX in Appendix. The training
settings of Student Network are elaborated in Section VI-A.
It is a simple single-path fully convolutional network. Each
convolutional layers are followed by a batch normalization
[33] and a pReLU [34] operations to ensure fast convergence
and more flexible non-linearity. Besides, two adaptations are
made to add more efficiency.
Reuse shallow layers. In Student Network, the conv1 1
and conv1 2 are directly copied from teacher network. This
is because that if the first layer is learned from sketch,
the convergence speed is much slower and performing batch
normalization on large feature maps will spend too much time.
Keep the optimal rnorm . Among pooling layers, only
pool1 and pool3 layers have strides. Note that conv4 ∼ 6
layers use the Hybrid Dilated Convolutions structure [35] with
successive dilation rates of 1, 2 and 3 in order to ensure the
Student Network has the same Normalized Receptive Field
with teacher network (VGG16 model).

options
F1 score
85.91±0.09
89.59±0.10
90.72±0.12
91.05±0.06
91.57±0.05

FCN
√
√
√
√
√

opt rnorm

landmark

sc loss
√

√
√
√

√
√

√

TABLE III
T HE COMPARISON WITH THE AUTOMATIC RECEPTIVE FIELD LEARNING
METHOD [6] ON H ELEN DATASET. R ESULT OF OUR METHOD IS THE MEAN
ACCURACY OF 5 REPEATED EXPERIMENTS .
models
Adaptive RF
FCN+opt rnorm

f
1.7∼2.5
2

rnorm
0.40∼0.61
0.445

F1 score (%)
89.8∼90.6
90.72

B. The Supervised Distillation
Figure 4(a) demonstrates the scheme for supervised distillation stage. As described in [12], Student Network is
trained with a SoftMax loss and a KL-divergence loss which
enforces the student’s predictions to be similar with teacher’s
predictions. The temperature used in KL-divergence loss is
usually higher than 1. However, in parsing task, the vanilla
distillation method dose not ensure the convergence. To this
end, we propose two improvements.
Re-weight distillation gradients. Gradients of classes in
smaller sizes (e.g. eyes) are less prominent than larger classes
(e.g. face skin). We found that the unbalance of labels in
parsing task can lead to more significant instability than that in
classification task. To guarantee stable convergence, a gradient
re-weighting scheme is used here, which is simple to apply but
also very effective. Specifically, for example on Helen dataset,
gradients from labels of eyebrows, eyes, nose, lips and mouth
are multiplied with a constant greater than 1 during distillation.
Filter out noisy teacher predictions. Teacher network
can produce false predictions that are detrimental for Student
Network to learn correctly. In supervised learning stage, we
propose to refine the teacher’s knowledge by filtering out false
and ambiguous predictions. First, pixel-wise SoftMax loss is
calculated using ground truth labels. Then the KL-divergence
loss leaves out the teacher’s predictions that have top-K
highest SoftMax losses. This filtering strategy is beneficial in
promoting distillation quality too.
C. The Unsupervised Distillation
Due to the lack for adequate annotations in Helen dataset to
thoroughly transfer all the knowledge from teacher network,
we propose an additional unsupervised stage to extract every
useful information for distillation. The unsupervised scheme
is shown in Figure 4(b). It has several components.
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Fig. 5. Qualitative comparisons among sc loss, center loss [28] and range loss [29] on Helen dataset using channel outputs (namely prediction confidences of
each labels). (a): pre-processed input images and parsing labels. (b): channel outputs from a baseline FCN model. (c)∼(e): channel outputs from the models
trained with (c) center loss, (d) center loss + Linter option and (e) sc loss. The higher-contrast channel outputs in (e) show that sc loss has the most positive
effect on maximizing classification margin.

Data collection. Facial images are collected from other face
dataset without parsing labels. To give a simple demonstration,
the LFW dataset is used while more images are definitely
preferred. All newly collect images are pre-processed and
aligned. Landmark detection results are also kept to generate
the additional input channel.
Label estimation and self-assessed prediction filtering. In
the unsupervised stage, teacher’s predictions are regarded as
estimated labels. Estimated labels are used in the SoftMax
losses in both teacher and student networks, gradient reweighting operation and teacher prediction filtering. We use
pixel-wise SoftMax loss performed on teacher network itself
to measure the ambiguity of the prediction. Higher the loss is,
the prediction is more ambiguous and is more likely to be a
false parsing result. Thus teacher prediction filtering operation
still makes sense in this stage.
VI. E XPERIMENTS
A. Experimental Settings
The pre-trained model. Instead of training a network
from sketch, a pre-trained classification model is used in
this paper in order to build up more robust feature representations. Although recent light-weighted networks [36], [37]
are preferred for a real-time task, we use a single-path but
truncated VGG16 model [38], [39] to better demonstrate our
contributions. In this modified VGG16 model, strides in pool4
and pool5 layers are removed, feature dimensions in f c layers
are reduced to 1, 024 and the f c6 weights are replaced with
3 × 3 kernels. Different receptive fields r are obtained by
selecting different dilation rates in f c6 layer. As explained in
[39], these modifications can reduce the size of model while
still maintaining the same performance as original VGG16
network in segmentation task.
In order to verify the effectiveness of all newly proposed
components in this paper, Student Network and ResNet-18

TABLE IV
Q UANTITATIVE ABLATION STUDY OF sc loss ON H ELEN DATASET.
C OMPARISONS WITH CENTER LOSS AND Linter TERMS ARE MADE . T HEN
EACH COMPONENTS IN sc loss ARE EVALUATED . ’ W /’ MEANS ADOPTING
THE OPTION WHILE ’+’ MEANS ADD ONE MORE OPTION ON PREVIOUS
RESULT. T HE RESULTS ARE THE MEAN ACCURACY OF 5 REPEATED
EXPERIMENTS .
options
FCN
w/ center loss
w/ center loss
& Linter
+ low dims features
+ hard aware centers
+ center distance
+ center decay
w/ sc loss

VGG16
85.91
86.98

F1 score
Student Network
81.62
82.63

ResNet-18
76.29
79.69

87.21
88.80
89.11
89.26
89.59
89.59

82.87
84.88
84.51
85.05
85.10
85.10

80.50
84.28
84.61
84.89
85.11
85.11

TABLE V
Q UANTITATIVE COMPARISONS ON THE EFFECTIVENESS OF APPLYING sc
loss AND USING POST- PROCESSINGS ON H ELEN DATASET. R ESULTS OF
OUR METHODS ARE THE MEAN ACCURACY OF 5 REPEATED EXPERIMENTS .
models
FCN + opt rnorm + landmark
w/ CRFasRNN
w/ CRFasRNN
w/ grabCut
w/ sc loss

settings
1 iter
10 iters
5 iters

overall
91.05
91.13
91.16
89.29
91.57

[40] model are used in each ablation studies. The Student
Network applies the settings shown in Table IX. In ResNet18 model, the last global average pooling layer and strides in
the last two residual blocks are removed. These modifications
help to restore the resolutions in the final segmentation mask.
Face alignment and pre-processing. For alignment, 68
landmarks are detected on all images with the pre-trained
model provided by [41]. 5 (49,55th and the average of
32∼36th, 37∼42th, 43∼48th) points are extracted. To generate
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(a)
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Overall F‐score:

0.9215

0.9124

0.9008

0.8990

Right eye F‐score:
(b)

0.7971
(c)

0.7674
(d)

0.7773
(e)

0.7441
(f)

Fig. 6. Qualitative comparisons on raw channel output of ’right eye’ between (c) sc loss and post-processing graph methods (d) grabCut [10] (e) CRFasRNN
[11]. (a) and (b) are input image and its ground-truth. (f) is the output of the FCN.
TABLE VI
Q UANTITATIVE EVALUATION RESULTS ON H ELEN DATASET. ’ OURS ’ MODEL IS THE ’FCN+ OPT rnorm + LANDMARKS + SC LOSS ’ NETWORK . ’ W / ×2
INPUT SIZE ’ IS THE MODEL TRAINED WITH 512 × 512 IMAGES . ’ W / DISTILLATION ’ MODEL IS S TUDENT N ETWORK TRAINED WITH SEMI - SUPERVISED
DISTILLATION SCHEME . N OTE THAT ’CNN C ASCADE ’ [19] USES DIFFERENT TRAINING SETTINGS FROM OTHER WORKS . T HIS MODEL IS EVALUATED AS
AN INDIRECT COMPARISON . R ESULTS OF OUR METHODS ARE THE MEAN ACCURACY OF 5 REPEATED EXPERIMENTS .
models
Exemplar [15]
MO-GC [5]
CNN Cascade [19]*
iCNN [7]
CNN-RNN [8]
Adaptive RF [6]
unpublished works
C-CRF [22]
CNN-RNN-GAN [9]
ours
ours w/ ×2 input size
ours w/ distillation

face
88.2
91.0
81.84
92.1
91.48

nose
92.2
90.9
67.11
95.0
93.0
93.65

U-lip
65.1
62.3
79.78
75.4
74.3
-

in mouth
71.3
80.8
83.69
83.6
79.2
-

L-lip
70.0
69.4
76.26
80.9
81.7
-

eye
78.5
76.8
51.55
87.4
86.8
84.66

brows
72.2
71.3
82.47
81.3
77.0
78.61

mouth
85.7
84.1
91.65
92.6
89.1
91.48

overall
80.4
84.7
85.21
87.3
88.6
90.21

91.1
94.36
95.59
95.62
94.01

90.6
94.09
95.19
94.73
93.10

71.7
79.66
80.02
81.71
78.25

79.9
85.50
86.72
87.92
86.41

81.7
86.23
86.40
87.40
83.64

82.8
88.73
89.03
89.92
87.12

75.7
82.26
82.61
83.88
79.45

92.82
93.58
94.31
91.80

90.99
91.57±0.05
92.04±0.08
89.70±0.07

TABLE VII
E VALUATION RESULTS ON LFW DATASET IN TERMS OF F1 SCORES ON
EACH COMPONENT AND OVERALL PIXEL ACCURACY. R ESULTS OF OUR
METHOD ARE THE MEAN ACCURACY OF 5 REPEATED EXPERIMENTS .
models
Exemplar [13]
MO-GC [5]
C-CRF [22]
RNN-G [8]
ours

F-bk
97.10
96.46
97.55
98.18

F-hair
80.70
85.16
83.43
87.93

F-face
93.93
94.10
94.37
95.81

Acc. (%)
94.95
95.12
95.28
95.46
96.51±0.11

landmark heat maps, small squares are plotted and then blurred
at each landmarks on these maps. Input images are resize to
256×256 (for Helen dataset) and 320×320 (for LFW dataset)
to achieve real-time inference speed. The input sizes just meet
the minimum requirement for real-time inference in the two
different parsing tasks.
Parameter settings. Take the VGG16-based model as example, the SGD algorithm is used with global learning rate to
be 1 × 10−7 and batch size to be 1. The model iterates 80, 000
times and steps at 70, 000. If the model is applied with sc loss,
then the loss weight is 0.01, the center distance margin d is 3,
centers’ learning rate is 0.1 and center decay rate is 0.0005.
When conducting knowledge distillation with fully annotated data, e.g. from VGG16-based model to Student Network,
the training iteration is 120, 000 and the learning rate is
1 × 10−6 . The temperature used for teacher network is 4
and the loss weight of distillation is 4 times larger than
SoftMax loss. In the unsupervised stage, the training iteration
is increased to 160, 000 and learning rate is decreased by 10

times while the other parameters keep unchanged. However,
the exact number of training iterations depends on the number
of unlabeled images used in this stage.
Datasets. LFW [13] and Helen [14] [15] datasets are used
for evaluation. The LFW dataset contains 2,927 face images
of 250 × 250 pixels obtained in unconstrained environment.
It has 3-class annotations of face skin, hair and background
at super-pixel level. Images in LFW dataset are divided into
a training set with 1,500 images, a validation set with 520
images and a test set with 927 images.
The Helen dataset contains 2,330 face images of 400 × 400
pixels with 11 manually labeled components. It has a training
set with 2,000 images, a validation set with 230 images and
a test set with 100 images. Note that hair region is annotated
through a matting algorithm and is not accurate enough
comparing to other annotations. Following the experimental
settings of previous works, the hair region is not considered
during evaluations.
Hardware platform. The speed analysis is conducted on
a standard PC with Intel E3 3.4 GHz processor and Nvidia
GTX 1080 GPU. The inference time is the average time cost
over all test images. The test batch size is 1 for all models.
B. Overall Ablation Study
In this section, a leave-one-out ablation study is conducted
on Helen dataset to verify the effectiveness of the newly
proposed improvements. Table II demonstrates the quantitative
results. opt rnorm means to modified the network with an

IEEE TRANSACTION ON IMAGE PROCESSING, VOL. XX, NO. X, XXXX XXXX

background
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(b)

hair
(c)

face skin
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bk hair face nose u‐lip
l‐eye + r‐eye = eyes
l‐brow + r‐brow = brows

(a)

(b)

(c)

l‐lip

in mouth

(d)

Fig. 7. Qualitative comparisons of face parsing models. (a): pre-processed input images. (b): ground truth annotations. (c): baseline results from [5] on LFW
dataset (left) and [6] on Helen dataset (right). (d): results from our method.
TABLE VIII
Q UANTITATIVE RESULTS OF THE ABLATION STUDY ON THE
SEMI - SUPERVISED DISTILLATION . ’ W /’ MEANS TO ADOPT AN OPTION . ’+’
MEANS TO APPEND AN OPTION ON PREVIOUS MODEL . T HE RESULTS ARE
THE MEAN ACCURACY OF 5 REPEATED EXPERIMENTS .

models
Student Network+SoftMax loss
w/ vanilla distillation [12]
+ gradient re-weighting
+ teacher prediction filtering
w/ supervised distillation stage
+ unsupervised distillation stage

F1 score
VGG16 to
VGG16 to
Student Network
ResNet-18
81.62
76.29
not converge
not converge
86.31
84.74
88.03
86.18
88.03
86.18
89.70
87.51

optimal Normalized Receptive Field. Dilation rate in f c6
layer is 1. For networks trained on Helen dataset, feature
maps before conv5 1 layer are up-sampled 2 times using
nearest interpolation. Both the optimal rnorm and sc loss
bring significant promotion for network. Adopting the option
landmarks is also beneficial.
C. Optimal rnorm VS. Automatic Receptive Field Learning
We compare the option FCN + opt rnorm with a learning
based receptive field selection method [6]. Following the
details described in [6], the inflation layer is inserted before
conv5 1 layer while the interpolation layer is appended after

f c8 layer. The training is repeated for 5 times in case of
the fluctuations brought by the inflation factor. Results are
shown in Table III. The learned optimal receptive fields are
almost aligned with the optimal rnorm values, verifying the
optimal rnorm is a reasonable prior knowledge. However, the
automatic receptive field learning method may sometimes perform unstably and cannot guarantee the best accuracy all the
time. [6] also has its own limitations on practical usage where
the initial receptive field cannot be too small. By fixing the
upsampling factor as a task prior, the FCN + opt rnorm option
makes optimization easier, reduces additional computations
during training and leads to more stable performances.
D. Statistical Contextual Loss
Ablation study. We implement center loss (the Lintra term
described in Equation 3) and ’center loss + inter-class term’
(the Lintra term in Equation 3 and the Linter term in Equation
4) for comparison. The original Lintra term defined in [29] is
excluded due to its high computational complexity for parsing
task. Quantitative results in Table IV show that both center
loss and ’center loss + inter-class term’ are less effective and
using l2 -norm-based Linter term directly on 1024D features
can be misleading in face parsing task. Qualitative results in
Figure 5 show that sc loss is more effective to enlarge the
classification margin in face parsing task.
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92
91
90

ours w/distillation

89

Real-time

Mean F1 Score （%）

ours

Adaptive RF

88
87
86
85

MO-GC

100

batch size of 1. The VGG16-based network and the distilled
network can inference at 39.7 fps and 83 fps, respectively. On
LFW dataset, the VGG16-based network can inference at 51.3
fps.

CNN-RNN

VII. C ONCLUSIONS

Cascade CNN

101
Inference Speed (fps)

10

102

Fig. 8. The inference speeds and parsing accuracies of our VGG16-based
model and distilled model on Helen dataset comparing to CNN-RNN [8],
Adaptive RF [6], CNN Cascade [19] and MO-GC [5].

Also in Table IV, the main improvements proposed in sc
loss are evaluated on different networks. Each contribution
has positive effect on performance promotion though their
significance may differ.
Comparisons with post-processing graph models. Among
the post-processing graph models, the ’w/ CRFasRNN’ models
append a CRFasRNN [11] module after a trained FCN+opt
rnorm +landmarks model and is then fine tuned. For the model
with grabCut [10], the foreground area is initialized using
predictions of each labels whose probability is larger than
0.5. Figure 6 and Table V demonstrate the qualitative and
quantitative comparisons respectively. Graph models based on
low level feature are inappropriate for face components such
as eyes where the internal low level variance is greater the
external ones. Results show that model with sc loss performs
better.
E. The Semi-Supervised Distillation
Results of ablation study on the proposed semi-supervised
distillation are shown in Table VIII. Networks trained with
each main improvements, with and without the two-stage
distillation are compared. Results show that the proposed
two-stage distillation training with novel improvements are
beneficial and improvements are consistent under different
experimental settings.
F. Evaluations on Helen Dataset & LFW Dataset
Quantitative evaluations on LFW and Helen dataset are
presented in Table VII and VI where all of our results are
the best. Qualitative comparisons are demonstrated in Figure
7. Our model shows significant superiority over previous work.
The distillation model also achieves state-of-the-art accuracy
with 77% parameter reduction and 53% speedup. The ’w/ ×2
input size’ model uses 512 × 512 input image, which indicates
that the performance can be further improved if larger inputs
are acceptable.
G. Speed Analysis
Figure 8 gives a comprehensive comparison on both speed
and performance on Helen dataset. All model are tested with

In this paper, we propose a novel deep learning scheme
for face parsing with real-time inference speed as well as
promising accuracy. Several improvements that adapt to the
unique properties of the face parsing task are proposed. We
first revisit the network structure design, especially a new and
practical concept, the Normalized Receptive Field is proposed.
Then the Statistical Contextual Loss is introduced to further
excavate the network’s learning potentials. Through a twostage, semi-supervised distillation, the learned knowledge can
be transfer on a lighter network achieving faster inference as
well as parameter reduction. Extensive experiments demonstrate that this scheme achieves state-of-the-art performance on
both effectiveness and efficiency. The scheme does not focus
on a certain model, but is versatile to various network under
different speed and accuracy requirements.
A PPENDIX A

TABLE IX
T HE SPECIFIC SETTINGS OF THE STUDENT NETWORK USED IN THIS PAPER .
BATCH NORMALIZATIONS AND P R E L U LAYERS ARE APPENDED IN
CONVOLUTIONS FROM conv2 TO conv7. D ROPOUT IS APPLIED ON conv8
LAYER .

input image
conv 1 1∼conv 1 2
pool 1
stu conv2
stu pool 2
stu conv3
stu pool 3
stu conv4
stu pool 4
stu conv 5
stu pool 5
stu conv 6
stu pool 6
stu conv 7
stu pool 7
conv 8
output layer
blob align

Network Backbone
image size: 256x256
output dim: 64, kernel size: 3, pad: 1
MAX pooling, stride: 2, kernel size: 3, pad: 1
output dim: 64, kernel size: 3, pad: 1
MAX pooling, stride: 2, kernel size: 3, pad: 1
output dim: 96, kernel size: 3, pad: 1
MAX pooling, stride: 2, kernel size: 3, pad: 1
output dim: 192, kernel size: 3, pad: 1
MAX pooling, stride: 1, kernel size: 3, pad: 1
output dim: 256, kernel size: 3, pad: 2, dilation: 2
MAX pooling, stride: 1, kernel size: 3, pad: 1
output dim: 480, kernel size: 3, pad: 3, dilation: 3
MAX pooling, stride: 1, kernel size: 3, pad: 1
output dim: 480, kernel size: 3, pad: 1, dilation: 1
MAX pooling, stride: 1, kernel size: 3, pad: 1
output dim: 720, kernel size: 1
output dim: 11
Bilinear Interpolation, output size: 256x256
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